
Exam Problems for Statistical Models, 28 May 2009

Examinator: Rolf Sundberg

Part 1, 9.00 - 11, without literature.

Question 1

In exponential families, show for the likelihood or for the log-likelihood, that
it is a concave function of the canonical parameter. It suffices to show the
result in the one-parametric case.

Question 2

In exponential families, what is the formula for the score vector in canonical
parameters, and how does it relate to the score vector for a curved subfamily?

Question 3

In exponential families, show that the conditional distribution of a part
of the canonical statistic, given the rest of the canonical statistic, is an
exponential family with the same canonical parameter as for that part in
the original family.

Question 4

What are the three (or sometimes four) basic characteristics of a generalized
linear model?

Question 5

Formulate the repeated sampling principle.

Question 6

Write down the Wald test statistic (= MLE test statistic) for testing a
composite hypothesis H0 (or better than not at all: for testing a simple
hypothesis), and tell its large-sample distribution under H0.

Question 7

Can a 95% confidence interval for a one-dimensional parameter possibly
cover the whole real line, and in that case, how should this be interpreted?
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Statistical Models, 28 May 2009, continued

Part 2, 11 - 14.00, with literature.

The following model has been used in both actuarial and medical applica-
tions. Let

Yij ∼ Po(µij), µij = Nij αi βj ,

i=1,...,r, j=1,...s, with all observations mutually independent. Here Nij

represents a known population size, and the α and β parameters represent
row and column effects, respectively.

For example, the response could represent the number of workplace acci-
dents, or cancer cases, divided according to row = region and column = age
group. We assume this model has been chosen as reasonable for modelling
some set of data. For simplicity, we also assume all observation values are
strictly positive.

Problem 1

The first tasks are basic.

(1a)

Determine the canonical parameter vector, including its dimension in a full
exponential family representation of the model.

(1b)

Determine the likelihood equation system in a parametrization of your choice.
Show that it may be split in one set of equations for the row effects and an-
other set for the column effects.

(1c)

Determine the observed and expected information matrices in your parametriza-
tion.

Problem 2

For the sequel, suppose the row effects are of particular interest, whereas
the column effects are not.
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(2a)

Factorize the likelihood by conditioning on the set of column sums. Show
that the conditional likelihood depends on only the α-parameters, whereas
the marginal likelihood (for the column sums) can be reparametrized to
depend on only one nuisance parameter per column. Hence, argue for con-
ditional inference.

(2b)

Interpret the result in (2a) in terms of a mixed parametrization of the original
family. Also, relate the result in (2a) to the concept of ancillarity or S-
ancillarity.

(2c)

Show that the conditional model likelihood equations for the α-parameters
are the same as in the original model, cf (1b).

Problem 3

In this part, the problems concern testing the hypothesis H0: No row effects.
We return to the full model of Problem 1, but now under H0.

(3a)

Solve the likelihood equations under H0.

(3b)

Determine the score-based vector that is a part of the score test statistic for
testing H0. You need not calculate the information matrix part of the test
statistic.

(3c)

Tell what large sample distribution the score test statistic should have (under
H0), and make an intelligent guess of the form of this statistic. This means
that you need not derive the statistic, except for what you did under (3b).
However, you are welcome to argue for your specific suggestion.
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