
Questions and Problems for Statistical Models,

Exam 17 August, 2010

Examinator: Rolf Sundberg

Part 1, Question part, 9.00 – between 10 and 11,
without literature.

Question 1

Show that when data y are modelled by an exponential family, with canon-
ical statistic t = t(y), the canonical statistic t itself also has an exponential
distribution family. What is the difference between the two distributions?
It will be considered sufficient to show the result in the discrete case.
(10 credit points)

Question 2

Suppose the canonical statistic t in a full exponential family is partitioned
in u and v. Show that f(v|u) is an exponential family for v (for fixed u).
(10)

Question 3

What is meant by the “mixed parametrization”of an exponential family?
Give the definition and one example. What characterizes the information
matrix of a mixed parametrization? (10)

Question 4

For a full exponential family, show that the MLE is unique (when it exists).
If you feel you cannot do this in the general case, do it at least for a one-
dimensional parameter. (10)

Question 5

Which of the three standard asymptotic tests is/are parametrization invari-
ant? (10)

Question 6

A small sample of (non-negative, integer-valued) data is supposed to come
from some Poisson distribution, parameter unknown. Can the maximum
observation be used in a test to check the Poisson type assumption? If your
answer is no, motivate why — if your answer is yes, indicate how. (10)
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Statistical Models, 17 August 2010, continued

Part 2, Problem part, Starting between 10 and 11,
until 14.00, with literature.

Literature accepted: Lecture Notes, including annotations and handouts.
Pawitan’s book for those who were registered last year.
Note: The problems yield different numbers of credit points, see number in
brackets after the problem. The total for this part is 100, and 50 is required
for passing.

Problem 1

Suppose y1 and y2 are independent and Poisaon distributed observations,
yi ∼ Po(λ1), y2 ∼ Po(λ2). The question is if they in fact come from the
same Poisson, and the task is to construct statistical tests of this hypothesis.

(1a) Construct the “exact test”, for which the p-value can be calculated ex-
actly (at least in principle), whatever be the value of the nuisance parameter.
Make sure to specify the test statistic distribution. (30 credit points)

(1b) Construct an approximate test, based on a normal approximation. (15)

(1c) Construct one more approximate test, based on the normal approxim-
ation. (15)

(1d) Discuss briefly under what additional conditions the normal approx-
imation in b) and c) might be adequate. (10)

(1e) Find out how the previous test constructions in a)-c) should be changed
when we have m observations, y11, ..., y1m from Po(λ1) and n observations,
y21, ..., y2m from Po(λ2). (10)

cont’d on next page
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Statistical Models, 17 August 2010, continued

Problem 2

Suppose we have a 2× 2-table with data {yij}, i = 0, 1, j = 0, 1, which are
multinomial with fixed total n. Suppose further that the probabilities for
the four cells are given by the table

(1 + ψ)/6 (1− ψ)/6
(2− ψ)/6 (2 + ψ)/6

(2a)Formulate the model as an exponential family and characterize it as a
curved model. Also specify the parameteer space for ψ. (10)

(2b) Find ancillary statistics for ψ, in the sense defined in the Lecture Notes
2010. There are two one-dimensional such ancillary statistics, which are not
mutually equivalent. (10)

Remark: In fact, it can be shown that the two ancillary statistics in b) are
not jointly ancillary, so there remains a problem of choice between them, for
conditional inference. But this is outside the scope of the exam task.

Results will be announced in late August on the course webpage,
http://kurser.math.su.se/course/view.php?id=277
and in the usual places in houses 5 and 6.
Brief solutions will also be put on the course web page.
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Answer to Question 6

The purpose of this question is to see if you have understood the implications
of the sufficiency principle: The conditional distribution of the maximum
given the sufficient statistic (that is, the sample mean) is free of parameters
and can therefore be used to check the Poisson model, see Sec A.5. The
computational problem to find this distribution is left aside.

Solutions to the problems, August 17, 2010

1a) Under H0: λ1 = λ2, = λ0, say, we have a Poisson family Po(λ0) with
canonical statistic u = y1 + y2 for the nuisance parameter λ0. Take for
example v = y1 as complement to u. Under H0, conditioning on u yields a
distribution that is free of the parameter λ0. More precisely, simple calcula-
tions show that given u = y1 + y2, v = y1 is distributed as Bin(y1 + y2; 0.5).
The exact test rejects when the binomial probability at the observed y1 is
so small that the binomial tail probability is small.

1b) The standard large sample tests are based on a normal approximation,
yielding a χ2(1) approximation for the test statistic. The most trivial of
them to write down is the log likelihood ratio test (the deviance). In the
basic model we have the log likelihood

logL(λ1, λ2) = y1 log λ1 + y2 log λ2 − λ1 − λ2 − log y1!− log y2!

assuming that λ is the mean value parameter. Here we insert the MLEs
λ̂i = yi, and under H0 the common value λ̂0 = (y1 + y2)/2, to obtain

logLR = y1 log y1 + y2 log y2 − (y1 + y2) log{(y1 + y2)/2},

or the deviance expressed as twice that expression.

1c) The score test is constructed by differentiation of logL above, to find
the score. Here we select the canonical parameters θi = log λi:

Ui(θ) = Dthetai
logL(θ1, θ2) = yi − eθi = yi − λi,

and continued differentiation yields the (wellknown) information matrix

I(θ1, θ2) =

(
λ1 0
0 λ2

)

Inserting the common value λ̂0 = (y1 +y2)/2 for λi, we obtain the score test
statistic as

WU = UT I−1U =
(y1 − y2)2

2λ̂0

.

Note that the denominator is simply the estimated variance of y1 − y2.
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1d) For λ0 large, the normal approximation of the Po(λ0) is known to be
good. Large values of y1 and y2 indicate that λ0 is large.

1e) When we have two samples of Poisson observations, their Poisson means
are estimated by their sample averages. The essential difference is that λ̂0

is a weighted average of the sample means, λ̂0 = (mȳ1 + nȳ2)/(m+ n), and
that the information matrix has m and n as factors in the diagonal. The
binomial distribution for the first sample total in the exact test does now
have probability m/(m+ n) instead of 1/2.

2a) The multinomial probability for the table is

f({yij}, {pij}) ∝ exp{
∑
ij

log pij}

∝ exp{y00 log(1 + ψ) + y01 log(1− ψ) + y10 log(2− ψ) + y11 log(2 + ψ)}.

The full multinomial family is 3-dimensional, because
∑

ij yij = n (corres-
ponding to

∑
ij pij = 1). This family cannot be reduced by log-linear para-

meter restrictions and still incorporate the particular nonlinear multinomial
ψ-model, so the curved model is a (3,1) model.

The parameter space for ψ is |ψ| < 1. to keep all probabilities between
0 and 1.

2b) Any of the two row sums can be taken as an ancillary statistic, because
they are functions of the minimal sufficient statistic, and they are distributed
as Bin(n; 1/3) and Bin(n; 2/3), respectively (and trivially related, since they
sum to n). Likewise, any of the two column sums can be taken as ancillary
statistic, distributed as Bin(n; 1/2).
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