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26 May 2015

Question part

The question part consists of 4 questions giving a total of 36 points. No literature help is allowed
for this part. As soon as you are done please hand in your answers to the question part to the
“Tentamenvakt” and you will in return get the problem part. The problem part consists of problems
giving 64 points in total. Note: Once you hand in the question part it is not possible to get it back
nor add any extra answers to it! Lycka till!

Question 1 (9 Points)

State the formula for the score test, allowing nuisance parameters. Explain all involved quantities as
well as the asymptotic distribution of the test statistic.

Question 2 (9 Points)

What is an exponential family (use text and equations in your answer)? What basic properties does
the norming constant have? (C(θ) or logC(θ))

Question 3 (9 points)

(a) When is a exponential family in minimal representation?

(b) When is an exponential family full? (assuming it is in minimal representation)

(c) When is a full exponential family of order k called regular?

(d) Let X ∼ N(µ, 1) with unknown mean µ ∈ Z. Argue whether this is a regular one-parameter
exponential family.

Question 4 (9 Points)

Describe Fisher scoring for generalized linear models.
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Problem part

The problem part consists of 4 problems giving a total of 64 points. The following literature is allowed
while solving the problem part: lectures notes of the course, printout of the course slides, printout of the
Chapter 3 excerpt from Fahrmeir & Tutz provided on the webpage, your own handwritten annotations
from the course, the solution of the 2013 and 2014 statistical modelling exams and possible formula
collections from other courses. No additional books or literature photocopies are allowed. Lycka till!

Problem 1 (18 Points)

Let the probability for the outcome ’heads’ of a coin be π. The coin is tossed a random number of
times N , where N ∼ Po(λ). Let Y be the number of heads in these N coin tosses. The task is to
use data from s independent realisations (n1, y1), . . . , (ns, ys) of the above experiment to determine
estimators for 0 < π < 1 and λ > 0.

(a) Show that the joint loglikelihood function for λ and π has the following form:

l(λ, π) = sn̄ log λ− λs+ sȳ log π + s(n̄− ȳ) log(1− π) + c,

where n̄ = 1
s

∑s
i=1 ni, ȳ = 1

s

∑s
i=1 yi and c is a constant not depending on λ and π.

(b) Determine the score-function U(λ, π) and the maximum likelihood (ML) estimators λ̂ML and π̂ML.

(c) Compute λ̂ML and π̂ML when the data is

((n1, y1), . . . , (n5, y5)) = ((8, 6), (13, 12), (10, 7), (9, 7), (11, 10)).

(d) The observed Fisher information for the data from part (c) is:

J(λ̂ML, π̂ML) =

[
0.49 0

0 350.93

]
Use this matrix to construct a 95% Wald confidence interval for λ.

(e) Perform a likelihood ratio test in order to investigate the hypothesis H0 : (λ, π) = (10, 7
10) vs.

H1 : (λ, π) 6= (10, 7
10) and interpret the result at the α = 0.05 level of significance. Hint: One has

l(10, 0.7) = 41.62 + c. Furthermore, important quantiles of the χ2-distribution at various degrees
of freedom are:
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x 1 2 3 4 5

χ2
0.9(df = x) 5.02 7.38 9.35 11.14 12.83

χ2
0.95(df = x) 3.84 5.99 7.81 9.49 11.07

χ2
0.975(df = x) 5.02 7.38 9.35 11.14 12.83

(f) Use the contour plot of the normed likelihood function in Fig. 1 to explain and illustrate how to
obtain a likelihood based joint 90% confidence region for λ und π.
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Figure 1: Contour plot of the normed likelihood function L̃(λ, π) for the data from part (c).

(g) Consider the expected number of heads θ = λπ. State expressions for θ̂ML and se(θ̂ML).

Problem 2 (12 Points)

Let X1, . . . , Xn be an iid. sample of size n from an N(ασ, σ2) distribution, where α ∈ R is known and
σ > 0 is unknown.

(a) Derive an expression for E(
∑n

i=1X
2
i ).

(b) Derive an expression for E((
∑n

i=1Xi)
2).

(c) Show that the above family {f(x;σ) : σ > 0} is a two-parameter exponential family. Identify the
canonical parameters and the canonical statistics.

(d) Show that the canonical parameter space Θ is a parabola. Is this family a regular exponential
family? (substantiate your answer)

Problem 3 (18 Points)
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Let Y be a discrete random variable with support {1, . . . ,m} with m ≥ 1 a known integer. The
random variable is called Zipf distributed with real-valued parameter ν > 0, i.e. Y ∼ Zipfm(ν), if its
PMF is proportional to

fY (y) ∝ y−ν , y = 1, . . . ,m.

(a) Show that the Zipf distribution is a one-parameter exponential family by identifying and stating
all the necessary components in the exponential family form. Is the family regular?

(b) State the PMF of the canonical statistic in (a). Is it in exponential family form?

(c) Show that

E(Y ) =
z(ν − 1)

z(ν)
, where z(ν) =

m∑
y=1

1

yν

(d) Argue why the Zipf distribution cannot be used as response distribution in a generalized linear
model.

(e) One application of the Zipf distribution is Zipf’s law in linguistics which states that in a collection
of texts the frequency of occurence of any word is inversely proportional to its rank in the frequency
table. As an example, the British National Corpus (BNC) consists of a collection of natural
language texts consisting of a total of 100,106,029 words. The top 5 most frequent words in the
BNC cover 18,394,575 of the words and are shown in table below.

rank count word

1 6187267 the
2 4239632 be
3 3093444 of
4 2687863 and
5 2186369 a

Assume that the above five ranks follow a Zipf distribution and that there is independence between
the use of words in the BNC. Determine the maximum likelihood estimator for the mean value
parameter µt of the family.

(f) Unfortunately, the translation from µt to the canonical parameter θ (and hence ν) is not analyt-
ically straightforward. Describe therefore in R code a numerical procedure on how to obtain θ̂
from µ̂t.

(g) In order to investigate the fit of the Zipf distribution for the above data describe a likelihood ratio
based procedure to compute the deviance of the model by comparing it to a saturated multinomial
model. State also the test statistic and its asymptotic distribution. Hint: use notation such as
ν̂, π̂i, etc.

Problem 4 (16 Points)

Let Y be a random variable on exponential family form having support Y. Suppose that we restrict
the support of Y to a subset Z ⊂ Y.

(a) Show that such a truncated random variable based on Y is still a member of the exponential
family.
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(b) Consider the following example of this kind of truncation: Suppose that we have count data Y
following a Poisson distribution with parameter µ. Now assume that a count of zero cannot be
observed, i.e. Z = Y |Y > 0. Show that the PMF of this truncated Poisson density is

fZ(z;µ) =
µz exp(−µ)

(1− exp(−µ))z!
.

(c) Derive an expression for the expectation of Z.

(d) The data in the table below shows the responses from a postal survey of 592 households, where
each household was asked about the number of occupants in its household.

Occupants Houses

1 436
2 133
3 19
4 2
5 1
6 0
7 1

Obviously, since households of size zero could not reply to the postal question, assuming the
number of occupants in a household to be a zero-truncated Poisson variable appears a good
model. State details in a GLM based procedure to estimate µ for the household data under such
a model. Besides formulating an appropriate model state also R code on how to fit it.

(e) The resulting value from this kind of estimation will be µ̂ = 0.577. The figure below shows the
observed frequencies (as circles) of the data as well as the expected numbers (as lines) under the
truncated Poisson model with this parameter. Comment on the fit of the model in general and
the fit for households of two occupants in particular.
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